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Portable Parallel Performance 
via Multi-Dimensional Homomorphisms

Ari Rasch, Richard Schulze, and Sergei Gorlatch

Why	is	achieving		
performance	portability	hard?	

Weakness	of	the	
state-of-the-art	approaches?	

The md_hom parallel pattern

provides high portable 

performance for a broad 
range of applications across 

1) parallel architectures, and 
2) varying input sizes.


md_hom is defined 
on multi-dimensional 
arrays as follows: 

• The code is implemented as parametrized 
in performance-critical parameters, e.g., 
number of threads, cache sizes, …


• We use the Auto-Tuning-Framework (ATF) 
for automatically choosing optimized 
parameters values. a.rasch@wwu.de

md hom( f , (~1, . . . ,~d) )( a[N1] . . . [Nd] ) = ~1
i12[1,N1]

. . . ~d
id2[1,Nd]

f( a[ i1 ] . . . [ id ] )
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We generate OpenCL code from md_hom:
__kernel void md_hom( __global T [ M_1        ]...[ M_dl        ].[ N_1        ]...[ N_dr        ]       a, 1 
                      __global T'[ NUM_WG_L_1 ]...[ NUM_WG_L_dl ]. 2 
                                 [ NUM_SQ_L_1 ]...[ NUM_SQ_L_dl ]. 
                                 [ NUM_WI_L_1 ]...[ NUM_WI_L_dl ].[ NUM_WG_R_1 ]...[ NUM_WG_R_dr ] res_glb, 
                    ) 3 
{ 4 
  // get WG/WI indices 5 
  int i_wg_l_1 = get_group_id( d  - 1 ) + 1; ... int i_wg_l_dl = get_group_id( d - dl  ) + 1; 6 
  int i_wg_r_1 = get_group_id( dr - 1 ) + 1; ... int i_wg_r_dr = get_group_id( 0       ) + 1; 7 
 8 
  int i_wi_l_1 = get_local_id( d  - 1 ) + 1; ... int i_wi_l_dl = get_local_id( d - dl  ) + 1; 9 
  int i_wi_r_1 = get_local_id( dr - 1 ) + 1; ... int i_wi_r_dr = get_local_id( 0       ) + 1; 10 
   11 
  // private memory for a WI's computation 12 
  __private T' res_prv[ dr ]; 13 
   14 
  // local memory for a WG's computation 15 
  __local   T' res_lcl[NUM_WI_L_1 ]...[ NUM_WI_L_dl ][ NUM_WI_R_1 ]...[ NUM_WI_L_dr ]; 16 
   17 
  // iteration over P_sq-chunks 18 
  for( size_t i_sq_l_1 = 1 ; i_sq_l_1 <= NUM_SQ_L_1 ; ++i_sq_l_1 ) 19 
   . 
     . 
       . 
      for( size_t i_sq_l_dl = 1 ; i_sq_l_dl <= NUM_SQ_L_dl ; ++i_sq_l_dl ) 20 
      { 21 
        res_prv[ 1 ] = 0; 22 
        for( size_t i_sq_r_1 = 1 ; i_sq_r_1 <= NUM_SQ_R_1 ; ++i_sq_r_1 ) { 23 
           . 
             . 
               . 
      res_prv[ dr ] = 0; 24 
              for( size_t i_sq_r_dr = 1 ; i_sq_r_dr <= NUM_SQ_R_dr ; ++i_sq_r_dr ) 25 
      { 26 
                // computation of a WI 27 
                res_prv[ dr ] (*)dr = f( a_part[ i_wg_l_1 ]...[ i_wg_l_dl ].[ i_wg_r_1 ]...[ i_wg_r_dr ]. 28 
                                              [ i_sq_l_1 ]...[ i_sq_l_dl ].[ i_sq_r_1 ]...[ i_sq_r_dr ].                
                                              [ i_wi_l_1 ]...[ i_wi_l_dl ].[ i_wi_r_1 ]...[ i_wi_r_dr ] 
                                          ); 
              } // end of for-loop “i_sq_r_dr” 29 
               . 
             . 
           . 
          res_prv[ 1 ] (*)1 res_prv[ 2 ]; 30 
        } // end of for-loop “i_sq_r_1” 31 
           32 
        // store WI’s result in local memory 33 
        res_lcl[ i_wi_l_1 ][ i_wi_l_dl].[ i_wi_r_1 ][ i_wi_r_dr] = res_prv[ 1 ]; 34 
       35 
        barrier( CLK_LOCAL_MEM_FENCE ); 36 
       37 
        // combine the WIs' results in the last dr dimensions 38 
        for( size_t dim = dr ; dim > 0 ; --dim ) 39 
          for( size_t stride = NUM_WI_dim / 2 ; stride > 0 ; stride /= 2 ) 40 
          { 41 
            if( WI_ID_dim ≤ stride) 42 
                        res_lcl[ i_wi_l_1 ]...[  i_wi_l_dl ].[ i_wi_r_1 ]...[ i_wi_r_dim          ][1]...[1]  43 
               (*)dim = res_lcl[ i_wi_l_1 ]...[  i_wi_l_dl ].[ i_wi_r_1 ]...[ i_wi_r_dim + stride ][1]...[1];  
   44 
            barrier( CLK_LOCAL_MEM_FENCE ); 45 
          } 46 
       47 
        // store WG’s result in global memory 48 
        if( i_wi_r_1 == 1 && ... && i_wi_r_dr == 1 ) 49 
            res_glb[ i_wg_l_1 ]...[ i_wg_l_dl ].[ i_sq_l_1 ]...[ i_sq_l_dl ].[ i_wi_l_1 ]...[ i_wi_l_dl ].  50 
                                                                             [ i_wg_r_1 ]...[ i_wg_r_dr ]  
          = res_lcl[ i_wi_l_1 ]...[ i_wi_l_dl ][1]...[1]; 
       51 
        barrier( CLK_LOCAL_MEM_FENCE ); 52 
 53 
      } // end of for-loop “i_sq_l_dl” 54 
} // end of kernel 55 
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More about md_hom: A. Rasch, and S. Gorlatch, "Multi-Dimensional 
Homomorphisms and Their Implementation in OpenCL." International 
Journal of Parallel Programming, pp. 101-119, 2018

Our preliminary results show competitive and often even 
significantly better performance than the related work:

• Across Hardware: Modern parallel 
architectures, e.g., multi-core CPU and 
GPU, differ significantly: number of cores, 
cache sizes, …


• Across Input Sizes: The input size 
impacts the possible degree of parallelism.

State-of-the-art performance-portable 
approaches are limited to restricted 
combinations of:

1) applications; 

2) hardware architectures; 

3) input sizes. 

Our better results are due to auto-tuning for both  
the target hardware and also the input size.
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