
Abstract 
The computational results of this paper are a set of .JSON profiles generated from OTF2 
traces.


Input Data 
In order to reproduce our results, start with the trace files and job logs stored here:


https://cloudstore.zih.tu-dresden.de/index.php/s/h4SYKgK2imwjh2J

Download, Build, and Install 
The OTF2Profiler should be built from source code here:


https://github.com/score-p/otf2_cli_profile.git

It depends on CMake 3.10, RapidJSON and OTF2.1, and should build on any platform that 
supports these tools. The profiler should be built as follows:


cmake /path/to/source && make && make install

with the usual configuration options. You may use RAPIDJSON_INCLUDE_DIR to set the 
location of RapidJSON if necessary.


Reproduction and Expected Results  
Run the profiler on each tracefile in the trace archive as follows:


otf-profiler -i /path/to/job/step/traces.otf2 \
             -o /path/to/desired/result --json

to generate /path/to/desired/result.json. Time values are in nanoseconds in these 
JSON files. The data in each profile should match the summary data provided by running 
Vampir or Scalasca on the original trace files.



