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ABSTRACT

Xolotl is a cluster dynamics simulator used to predict gas bubble
evolution in solids. It is currently being used to simulate bubble
formation in the plasma-facing surface within fusion reactors and
the nuclear fuel used in fission reactors. After observing perfor-
mance problems in coupled-code simulations of fusion reactors, we
used Xolotl’s built-in performance data collection infrastructure
and an external profiling tool to identify inefficiencies when writ-
ing Xolotl’s two types of checkpoint files. We changed the code
to use true parallel writes via the HDF5 data management library,
resulting in a code that is approximately 57X faster when writing
the program’s main checkpoint file at the scale used in the coupled-
code simulations, and that exhibits less performance variability
due to external system activity. We also identified and addressed a
memory usage problem that reduced Xolotl peak memory usage
by approximately 88% per compute node.
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1 INTRODUCTION

Xolotl [6, 12] is a cluster dynamics simulator used to predict gas bub-
ble evolution in solids. It solves the Advection-Diffusion-Reaction
cluster dynamics equations with an incident flux.
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Xolotl was initially developed within a project funded by the United
States Department of Energy (DOE) Office of Science’s Scientific
Discovery through Advanced Computing (SciDAC) program to
study the impact of simulate He/H bubble formation in the plasma-
facing surface of the diverter of a fusion reactor [8], and is currently
used and extended within that project’s successor project [9]. It is
used in another SciDAC project to simulate the formation of Xe
bubbles in fission reactor fuel [11], and as part of coupled-code sim-
ulations of the PISCES linear plasma device [4] and the ITER fusion
reactor [5] for the DOE Office of Fusion Energy Sciences’ fiscal
year 2018 Plasma Materials Interactions (PMI) Theory Milestone
experiments.

In this poster, we describe how we used XolotI’s built-in perfor-
mance data collection infrastructure and external tools to identify
and address the source of several I/O and memory usage problems
exposed in recent PMI Theory Milestone experiments. Our intent
in presenting this poster is not only to describe the benefit of our
Xolotl performance engineering activities, but also to document an
example of a highly productive collaboration between the SciDAC
Institute for Computer Science and Data (RAPIDS) [10] and two
SciDAC applications projects.

2 IMPROVING I/O PERFORMANCE

Our PMI Theory Milestone experiments involve a workflow that
runs many instances of Xolotl, each simulating 1D problems repre-
senting a “pencil” extending into the surface being simulated. To
investigate why our recent experiments did not achieve our desired
simulation time target, we extracted program inputs from one of
these Xolotl instances to act as a benchmark problem for perfor-
mance engineering on the Eos Cray XC30 deployed in the Oak
Ridge Leadership Computing Facility (OLCF). We used the timers
provided by Xolotl’s lightweight, “always-on” performance data
collection infrastructure to conduct a scalabilty study. This study
showed that a function startStop1D that is called every time step
by the PETSc solver [2] (a so-called “monitor function”) was not
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Figure 1: Elapsed time for Xolotl’s startStop1D and tridyn
monitor functions on the OLCF Eos Cray XC30 system, 32
processes per node. Data labeled ‘'master’ or ’orig’ indicate
the original implementation, ’opt’ and ’h5’ indicate our mod-
ified versions. Each data point represents the maximum ob-
served time from any process, averaged over at least three
runs. Bars indicate the maximum and minimum of the max-
imum observed times.

scaling well and was highly sensitive to other system activity. One
purpose of this function is to write periodically the program’s cur-
rent state to an HDF5 checkpoint file. Profiling with HPCToolkit [1]
and code inspection suggested that MPI_Allreduce calls on small
data for each grid point were the culprit, and that these calls were
being made so that each Xolotl process could obtain all of the data
being written. Combining performance engineering expertise of
RAPIDS project personnel with guidance from the primary Xolotl
developer, we modified the code to use true parallel I/O using the
HDF5 interface, improving the performance of startStop1D by
approximately 57x for our benchmark problem while also reducing
its performance variability as shown in Figure 1a.

Upon re-running the scalabilty study using our modified ver-
sion of Xolotl, we determined that another monitor function called
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Figure 2: Xolotl peak memory usage vs. input problem size
as measured by the maximum number of vacancies (V) in a
cluster.

tridyn was also exhibiting a high degree of performance variabil-
ity on the Eos system. This function is also called by PETSc at
every time step, and is used to write a file whose contents may be
used as input to Fractal TRIDYN [3] within the larger PMI The-
ory Milestone coupled-code simulation. This function hadn’t been
flagged as a problem in our initial scalability study, both because
it was overshadowed by the startStop1D problem and because it
was not quite as sensitive to other system activity as startStop1D.
Through code inspection, we determined that tridyn had a similar
implementation approach to startStop1D including use of MPI
collective operations for small data at each grid point in preparation
for writing the entire dataset from each Xolotl process. By convert-
ing this function to use true parallel I/O via the HDF5 interface,
we observed a dramatic reduction in performance variability (see
Figure 1b).

3 REDUCING PEAK MEMORY USAGE

In addition to our recent I/O performance engineering work with
Xolotl, we have also addressed a memory usage problem that caused
the software to exhibit out-of-memory errors with smaller-than-
expected problem sizes when running on high performance com-
puting (HPC) systems like OLCF Eos. To diagnose this problem, we
used the Valgrind Massif memory profiler [7] running on a large
memory Linux system to identify that Xolotl’s peak memory con-
sumption occurred when initializing the PETSc solver. This initial-
ization required construction of two 2D matrices of boolean values,
and each dimension can have size larger than 10,000 items for rela-
tively small Xolotl problems. Because there are few non-zeros in
these matrices, we proposed a modified application programming
interface function to the PETSc developers that takes these matrices
in a sparse representation, and they have accepted the new function
into their code repository for future release. Using this alternative
interface, Xolotl’s peak memory footprint per compute node was
reduced by 88% (see Figure 2).
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